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RU N N I N G  E X A M P L E  ·  G R I D -WO R L D  N AV I G AT I O N

Navigate to an uncertain goal

The agent must move from its start to the goal.

The goal is left (L) or right (R),
but which one is uncertain.

The cue contains information to go left or right.
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P RO B L E M  S E T T I N G

Variables and the planning model

hidden state

action

observation

model parameters

policy

goal prior

data so far

Generative model for planning, with a goal prior on every predicted observation
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T H E  M I S M ATC H

Bethe free energy lacks the information gain
Bethe free energy Applying form constraints simplifies it

Idea: constrain the Bethe functional 
so that information gain re-appears.
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D E F I N I T I O N  ·  FO R  E V E RY  P L A N N I N G  ST E P  K   Τ∈

The information constraint

Floor from the goal prior

 No new hyperparameter.
 Broader preferences demand more information.

KKT multiplier γ

 Zero when the floor is met.
 The drive switches on only when needed.
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T H E O R E M  1

From Lagrangian to stationary policy
Constrained Lagrangian: Bethe free energy, normalisation, and the information constraint in KKT form

Setting δL / δq = 0 and normalising: every stationary point has policy belief

P RO P O S I T I O N  1  ·  E Q U I VA L E N C E  TO  E F E
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O N E  T R I A L  ·  T H E  CO N ST R A I N T  OV E R  T I M E

Information seeking switches off at the cue
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I M P L E M E N TAT I O N  ·  M E SS AG E  PA SS I N G

One sweep of messages per policy

1 Forward: predicted state 
trajectories.

2 Forward: predictions and 
information.

3 Backward: goal priors and 
the goal term.

4 Backward: collected into the 
policy.
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E X P E R I M E N T  ·  I N FO R M AT I O N - G AT H E R I N G  G R I D

The constraint sends the agent to the cue
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S U M M A RY

Take-aways
Constrained Bethe
One can impose a constraint 
information gain ≥ goal-prior entropy,
that will re-introduces information-
seeking terms into the posterior.

EFE exactly at γ = 1
The family of stationary policies 
contains the EFE policy as a special 
case.

γ solved, not tuned
The effect of the information-seeking 
term can be automatically turned off 
when actions under the goal-seeking 
term produce "enough" information.

D I S C U SS I O N

Nesting: who sets the information demand?
A higher-level agent could operate this agent's exploration: by setting its KKT multiplier γ directly, or by setting the variance of its 
goal prior, and with it the information floor β. Exploration then becomes an action of the agent above.

Paper and code: github.com/biaslab/IWAI2026-EFEasBetheConstraint
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